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How do model internals change in RL-trained models?
For detecting contamination in RL, instead of looking at outputs, look at
how Its Iinternal representations change across layers.

1. Introduction
Limitations of Output-level Detection
1. Examine output statistics (likelihood, ent.)

2. RL optimizes trajectory-level reward,
not token likelihood.

Memorization leaves geometric fingerprints
inside the hidden representation
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3. Representation Geometry of RL Model

(a) RSM (Perturbation Sensitivity)

(b) DC (Directional Concentration) (c) RSI (Local Invariance)
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4. Contamination Detection Protocol

1. Clean-reference Robust Standardization
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2. Metric-specific Anomaly Alignment
m = RSM,

m = DC,
m = RSI.
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3. Layer-wise Aggregation
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2. Overview of LaRA Framework

Controlled Perturbation Representation Geometry at Layer [ Layer-wise Contamination Profile
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Lower score -> more likely clean

1. Representation Shift Magnitude:

e How much does the representation move?
2. Directional Collapse

e Where does it move?
3. Representation Stability Index

e How stable is the representation?

5. Results & Analysis

Eurus LIMR OLMO Eurus | LIMR
Method : :
AUC TPR |AUC TPR|AUC TPR Int | E1 | E2 | Inmit | E1 | E2
— o= oo Toil Tl 0d0 TG Method  AUC TPR|AUC TPR|AUC TPR|AUC TPR|AUC TPR|AUC TPR
CDD 038 000 | 0.64 000|050 000 Recsll 0.59 0.07]0.56 0.13]0.52 0.00]|054 007|047 003|047 0.00
Min-K% 032 007 | 026 003|050 003 CDD 0.38 0.00|038 0.00]|038 000|064 000|061 000|059 0.00
MinK%++ | 029 003 | 0.60 007 | 046 0.07 Min-K% 032 007|031 007|033 007|026 003|026 000|026 0.00
= Min-K%++ 029 003|026 003|020 003|060 007|058 007|063 0.00
ggL g‘gg 8‘3,3; g‘ﬁ 8‘(1)3 8‘33 g'gg PPL 0.68 023 0.69 023|067 017|073 0.3|0.74 013|074 0.17
' ' - - - - SC 0.70 027|058 007|078 030|044 000|040 000|046 0.00
SLaRA 0.63 0.19 | 0.80 046 | 0.54 0.04 i 0.63 0.19]0.68 0.19]0.70 0.15] 0.80 0.46 | 0.72 0.23 | 0.81 0.20
SC+Srara | 073 031|047 004|050 0.08 SC + Srara 073 031|065 035|079 038|047 004|046 004 054 0.04

(a) Initial checkpoint results across models. (b) Results across Eurus and LIMR training checkpoints.

e Qutperforms Baseline,
e Orthogonal to output-level metrics
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e Robust to Perturbation Types & #

6. Ablations

RSM DC RSI| Wit | El1 | E2

|AUC TPR AUC TPR AUC TPR

e DC provides the strongest

060 0.19 051 015 056 0.16
071 042 066 008 076 0.24
075 0.12 069 008 071 0.04

standalone detection,
e but all three Is required

076 046 069 0.15 081 0.32
074 027 068 008 071 0.12
078 031 071 019 079 0.12
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Table 2: Metric ablations across RL training epochs.

/. Key Takeaways

 Hidden reps are better lens than outputs
e Memorization leaves consistent geometric signatures
 LaRA is a promising framework for studying post-training




